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Abstract

Multimedia-on-demand (MOD) has grown dramatically
in popularity, especially in the domains of education, busi-
ness, and entertainment. Therefore, the investigation of
various alternatives to improve the performance of MOD
servers has become a major research focus. The perfor-
mance of these servers can be enhanced significantly by
servicing multiple requests from a common set of resources.
The exploited degrees of resource sharing depend greatly on
how servers schedule the waiting requests. By scheduling
the requests intelligently, a server can support more concur-
rent customers and can reduce their waiting times for ser-
vice. In this paper, we provide a detailed analysis of existing
scheduling policies and propose two new policies, called
Quantized First Come First Serve (QFCFS) and Enhanced
Minimum Idling Maximum Loss (IML � ). We demonstrate
the effectiveness of these policies through simulation and
show that they suite different patterns of customer waiting
tolerance.

1. Introduction

Recent advances in storage and communication tech-
nologies have spurred a strong interest in multimedia-on-
demand (MOD) systems, which enable customers to watch
what they want when they want it and allow them to apply
VCR-like operations. Video-on-demand (VOD) is the most
common MOD application and is the application of interest
in this study.

Unfortunately, the number of clients that can be sup-
ported concurrently by a VOD server is highly constrained
by the requirements of the real-time playback and the high
transfer rates. Thus, a wide spectrum of techniques has been
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developed to enhance the performance of VOD servers, in-
cluding resource sharing and scheduling [3, 7, 8, 9], admis-
sion control [10], disk striping [15], data replication [6],
disk head scheduling [11], and data block allocation and
rearrangement [6, 12].

The performance of VOD servers can be significantly
improved through resource sharing. The classes of resource
sharing strategies include batching [3, 5], patching [8],
piggy-backing [7], broadcasting [9], and interval caching
[4]. Batching accumulates requests to same movies and
services them together by utilizing the multicast facility.
Batching, therefore, off-loads the storage subsystem and
uses efficiently server bandwidth and network resources.
Patching expands the multicast tree dynamically to include
new requests, so it reduces the request waiting time but re-
quires additional bandwidth and buffer space at the client.
Piggy-backing services a request almost immediately but
adjusts the playback rate so that the request catches up with
a preceding stream, resulting in a lower-quality initial pre-
sentation. Broadcasting divides each movie into multiple
segments and broadcasts each segment periodically. Thus,
broadcasting requires relatively very high bandwidth and
buffer space at the client. With interval caching, the server
caches intervals between successive streams. This tech-
nique reduces the request waiting time but increases the
overall cost of the server.

The exploited degrees of resource sharing depend greatly
on how VOD servers schedule the waiting requests. Batch-
ing systems rely entirely on scheduling to boost up their per-
formance. VOD systems that employ other resource shar-
ing techniques also benefit from intelligent scheduling. This
paper focuses on VOD servers that employ batching as the
primary resource sharing technique.

Scheduling policies for VOD servers include First Come
First Serve (FCFS) [3, 16], Maximum Queue Length (MQL)
[3], Maximum Factored Queue Length (MFQL) [1], Min-
imum Idling Maximum Loss (IML) [14], and Minimum
Idling Maximum Queue Length (IMQ) [14]. A VOD server



maintains a waiting queue for every movie and services all
requests in a queue together using only one stream. FCFS
selects the queue with the oldest request, whereas MQL se-
lects the longest queue. In contrast, MFQL selects a queue
based on both queue lengths and movie access frequencies.
Both IML an IMQ improve throughput by exploiting mini-
mum request waiting times. IML selects from the set of el-
igible queues the queue that will otherwise incur the largest
expected loss of requests, whereas IMQ selects the longest
queue.

This paper provides a detailed analysis of scheduling
policies. Only small subsets of scheduling policies were
investigated in prior works and only under limited models
of customer waiting tolerance. Previous studies are also in-
consistent with regard to the relative performance of MQL
to FCFS. Furthermore, previous studies on VOD unfairly
discarded a policy, called Longest Wait First (LWF) [17],
without proper investigation although it was shown to per-
form very well in other contexts [17, 2]. To simplify the
terminology, we refer to it as FCFS-sum.

We also propose two scheduling policies, called Quan-
tized FCFS (QFCFS) and Enhanced IML (IML � ), which
suite different patterns of customer waiting tolerance.
QFCFS combines the benefits of FCFS and MQL/MFQL by
scheduling requests based on both waiting times and queue
lengths. IML � efficiently exploits minimum request wait-
ing times. The idea behind this policy is based on the ob-
servation that the expected request loss, which is examined
by IML, is a finite and typically a small number, so mul-
tiple queues may have the same expected loss. Whereas
IML selects just any one of these queues, IML � enhances
performance by selecting the queue that meets the MFQL
selection criterion.

We compare the performance of various policies through
extensive simulation. We analyze three objectives in sim-
ulation: the overall customer reneging (defection or turn-
away) probability, the average customer waiting time, and
unfairness (against unpopular movies). We also compare
the policies in terms of other objectives, such as implemen-
tation complexity, ability to prevent starvation, and ability
to provide (predictive) time of service guarantees. More-
over, we examine the impacts of customer waiting tolerance
and server capacity (or server load).

The main results can be summarized as follows. (1)
MQL and MFQL always achieve the shortest waiting times,
and MQL can perform nearly as well as MFQL in terms
of throughput, waiting times, and unfairness, even when
assuming that MFQL has perfect knowledge of movie ac-
cess frequencies. MQL is also simpler. Hence, contrary
to [1], MQL may be preferred over MFQL. (2) When the
waiting tolerance follows a normal distribution, FCFS-sum
and IML � perform almost identically in terms of various
metrics and yield the highest throughput. (3) When the

tolerance follows an exponential distribution, MFQL and
MQL yield the highest throughput. (4) When customers ex-
hibit minimum waiting times, IML � achieves the highest
throughput. IML � also results in shorter waiting times than
IML but longer than MQL, MFQL, and IMQ, and it is also
fairer than MQL, MFQL, and IMQ. (5) The distinct advan-
tages of FCFS are simplicity, fairness, and ability to prevent
starvations. (6) When the tolerance follows an exponential
distribution, QFCFS performs very well. In particular, with
QFCFS, a server can support as many concurrent customers
for high server capacities as MFQL and MQL and can start
their service as immediately, while being fair, able to pre-
vent starvations, and able to provide reasonably-accurate
predictive time of service guarantees.

The rest of the paper is organized as follows. We dis-
cuss the main scheduling objectives and policies in Section
2 and preliminarily analyze various policies in Section 3.
We present QFCFS and IML � in Section 4. In Section 5,
we discuss the simulation platform, workload characteris-
tics, and the main results. Finally, we draw conclusions in
the last section.

2. Scheduling Objectives and Policies

A VOD server maintains a waiting queue for every
movie and selects an appropriate queue for service when-
ever it has an available channel. A channel is a set of re-
sources needed to deliver a multimedia stream. The number
of channels is referred to as server capacity.

2.1. Objectives

Scheduling policies are guided by one or more of the
following primary objectives. (1) Minimize the overall cus-
tomer reneging probability. (2) Minimize the average re-
quest waiting time. (3) Prevent starvations. (4) Provide time
of service guarantees. (5) Minimize unfairness. (6) Mini-
mize implementation complexity. The first objective is the
most important because it translates to server throughput.
The second objective comes next in importance. The sec-
ond, third, and fourth objectives are indicators of customer-
perceived quality of service (QoS). By providing time of
service guarantees, a VOD server can also influence cus-
tomers to wait, thereby increasing server throughput. Un-
fairness measures the bias of a policy against cold (i.e., un-
popular) movies and can be found by the following equa-

tion: ��� �����	� ��

�
���
� ���������� � ��������! #" �%$ �'& � , where

� �
is the reneging probability for the waiting queue

�
, �� is the

mean reneging probability across all waiting queues, and$ is the number of waiting queues. Finally, minimizing
the implementation complexity is a secondary issue in VOD
servers as explained in Subsection 3.2.



2.2. Scheduling Policies

Let us now discuss the common scheduling policies.

� First Come First Serve (FCFS) [3] - It selects the queue
with the oldest request.

� FCFS-n [3] - It broadcasts periodically the � most
common movies on dedicated channels and schedules
the requests for the other movies on a FCFS basis.
When no request is waiting for the playback of any
one of the � most common movies, it uses the corre-
sponding dedicated channel for the playback of one of
the other movies.

� Maximum Queue Length (MQL) [3] - It selects the
longest queue.

� Maximum Factored Queue Length (MFQL) [1] - It at-
tempts to minimize the mean request waiting time by
selecting the queue with the largest factored queue
length. The factored length of a queue is defined as its
length divided by the square root of the relative access
frequency of its corresponding movie.

� Group-Guaranteed Server Capacity (GGSC) [16] -
It groups objects that have nearly equal expected
batch sizes and schedules requests in each group on a
FCFS basis on the collective channels assigned to each
group.

� Maximum Batching Schemes [14] - They aggressively
pursue batching by deliberately delaying requests.

� Minimum Idling Schemes [14] - These schemes, which
include IML and IMQ, pursue batching without mini-
mum wait requirements and will be discussed in Sub-
section 4.2.

3. Preliminary Analysis

FCFS is the fairest and the easiest to implement. In con-
trast with most other policies, FCFS is also believed to pro-
vide time of service guarantees. In [16], it is stated that
FCFS can provide time of service guarantees, which are ei-
ther precise or later than the actual times of service. We
have shown in [13], however, that FCFS may violate these
guarantees. MQL and MFQL reduce the average request
waiting times but tend to be biased against cold movies,
which have relatively few waiting requests. Unlike MQL,
MFQL requires periodic computations of access frequen-
cies. FCFS can prevent starvations, whereas MQL and
MFQL cannot. GGSC does not perform as well as FCFS
in high-end servers [16], so we will not consider it fur-
ther in this paper. Similarly, we will not analyze FCFS-
n because [16] shows that it performs either as well as or
worse than FCFS. Maximum batching and minimum idling
schemes have relatively high implementation complexities

and may cause starvations, but they can exploit minimum
request waiting times. Minimum idling schemes require
fewer channels to guarantee a given reneging percent than
maximum batching schemes [14]. Hence, we will not con-
sider maximum batching schemes further. Next, we discuss
two variants of MQL and two variants of FCFS.

3.1. MQL Variants

There is a large discrepancy in the relative performance
of MQL with respect to FCFS (and MFQL) in [3, 14, 1].
For example, [3] shows that MQL achieves better through-
put than FCFS, whereas [1] and [14] indicate the opposite.
We have identified that the discrepancy is caused by differ-
ent possible implementations of MQL. Note that the length
of a queue is a finite and typically a small number. Thus,
there is a good probability that multiple queues have the
same length. The definition of MQL [3], however, does not
specify the selection criterion among the longest queues.
We consider the following two alternative implementations:
MQL-u and MQL-f. MQL-u selects the longest queue, and
whenever there is more than one eligible queue, it selects
the queue of the most popular movie among them. MQL-
f is similar to MQL-u, but it selects the queue of the least
popular movie among the eligible queues. An implementa-
tion of MQL can easily be MQL-f or MQL-u, depending,
in many cases, merely on the order of examining the queues
or the specification of the priority function (e.g., as � or

�
). As shown in Subsection 5.2, MQL-u and MQL-f vary

considerably in terms of the achieved throughput, average
request waiting time, and unfairness. We managed to repro-
duce the results in [3, 14, 1] by using one or the other of
these two implementations. In the context of videotex sys-
tems, a policy called Most Requests First Lowest (MRFL)
was proposed in [17]. This policy is essentially the same as
MQL-f, but it was not considered for VOD servers.

3.2. FCFS Variants

A variation of FCFS, called Longest Wait First (LWF),
was investigated in the context of videotex systems [17] and
web servers with data broadcasting [2]. LWF selects the
queue with the largest sum of request waiting times, and it
was shown to perform very well in these contexts. In the
context of VOD servers, this policy was discarded [3] with-
out proper investigation just because of its high implemen-
tation complexity. In VOD systems, however, the number
of objects (movies) is much smaller than the number of ob-
jects (pages) in web servers or videotex systems, and the
number of concurrent customers is also much smaller. Fur-
thermore, the CPU and the memory are not typically perfor-
mance bottlenecks in VOD servers. We refer to this policy
as FCFS-sum in the subsequent analysis.



4. Proposed Policies

4.1. Quantized FCFS (QFCFS)

We note that basing the scheduling decisions entirely on
waiting times (as in FCFS) may not be advantageous when
the oldest requests in multiple queues differ only a little
in age. We also note that basing the decisions entirely on
queue lengths (as in MQL and MFQL) causes starvations
and undermines server’s ability to provide good predictive
time of service guarantees. We, therefore, propose a gener-
alized policy called Quantized FCFS (QFCFS) that exam-
ines both waiting times and queue lengths, thereby serving
as a good compromise between FCFS and MQL/MFQL.

QFCFS works as follows. First, it translates waiting
times into discrete levels. The interval between consecu-
tive levels is called the quantization interval ( � ). Then, it
selects for service the queue with the largest quantized wait-
ing time. Note that there may be multiple eligible queues.
The selection criterion of one queue among these queues
leads to two variants of QFCFS. The first variant chooses
the longest queue, while the second chooses the queue with
the largest factored length. The quantization can be per-
formed by rounding or truncation. By rounding, a wait-
ing time is translated to the closest level. By truncation,
however, a waiting time is translated to the closest lower
level. QFCFS has a slightly higher implementation com-
plexity than MQL or MFQL, depending on which variant
of QFCFS is used. Note that in the actual implementation
of QFCFS, the waiting times do not have to be computed
every scheduling time. The scheduling can be performed
based on the arrival times, which need to be quantized only
once.

4.2. Enhanced IML (IML � )

Minimum idling schemes (IML and IMQ) were shown to
be very effective in exploiting minimum waiting times [14].
Minimum waiting times can be estimated by the server ei-
ther predictively or conservatively. With minimum idling
schemes, the waiting queues are partitioned into two sets: a
hot set ( � ) and a cold set ( � ). A waiting queue belongs to
� if it corresponds to a popular movie, it has more than one
request, or it has only one request and that request has been
waiting longer than a pre-specified threshold, � . Because
movies are numbered in decreasing order of their popular-
ity, a movie is classified as popular if its number is less than
a fixed number, � . These schemes give a higher priority to
the queues in � , and schedule the queues in � on a FCFS
basis when � is empty.

IML and IMQ differ in the criterion used to select a
queue in � . IML selects the queue with the largest expected
loss, which is the number of requests that will exceed the

minimum waiting time by the next scheduling time if they
are not selected for service at the current scheduling time.
In contrast, IMQ simply selects the longest queue.

We note that the expected loss of a queue is a finite and
typically a small number. Therefore, more than one queue
in � may meet the scheduling criterion of IML. In such
situations, IML blindly chooses any of them. In contrast,
we propose a policy called Enhanced IML ( � $�� � ) that ex-
ploits these situations by selecting the queue with the largest
factored length among the set of all eligible queues. By
combining the benefits of IML and IMQ, IML � can im-
prove throughput and reduce the mean request waiting time.
IML � has a slightly higher implementation complexity than
IML, whereas IMQ has the lowest complexity among the
three.

5. Performance Evaluation

We have developed a simulator for VOD servers and
have validated it by reproducing several graphs in previous
studies. The server is initialized to a state close to the steady
state of the common case to accelerate the simulations. The
results are collected using a steady state analysis with �
	
�
confidence interval. We present here only a subset of the
results because of space limitation. Additional results can
be found in [13].

5.1. Workload Characteristics

Like most prior studies, we assume that the arrival of the
requests to a VOD server follows a Poisson Process with
an average arrival rate � . We also assume, as in previous
works, that the accesses to movies follow a Zipf-like dis-
tribution. With this distribution, the probability of choos-
ing the ��
�� most popular of $ movies is � " � ����� with a
parameter � and a normalized constant � . The parameter
� controls the skewness of movie access. In accordance
with prior studies, we assume � ����� ��� & . We study a VOD
server with & ��� movies, each of which is & ��� -minute long,
and we examine the server at different loads by fixing the
request arrival rate at  
� requests per second and varying
the number of channels (server capacity) generally from
	��
� to  
�
��� . To keep the discussion focused, we assume
that batching is the primary resource sharing technique, and
we do not consider any VCR-like operations. These opera-
tions can be supported by allocating contingency channels
[5]. For MFQL, we assume that the server knows exactly
the access frequency of each movie. The performance of
minimum idling schemes is not sensitive to the value of the
threshold � because they also classify movies as hot or cold
dynamically. We fix � at ��� .

As in previous studies, we characterize the waiting tol-
erance of customers by two distributions: an exponential



distribution with � �  minutes and a truncated normal dis-
tribution with � �  minutes and � � & � ��� minutes. With
truncation, the waiting times that are negative or greater
than & 	 minutes are excluded.

We characterize the waiting tolerance of IMQ, IML, and
IML � by the following two distributions. The first is a nor-
mal distribution with � �  minutes and � � & � ��� minutes.
In the second, which we refer to as C+Exponential, cus-
tomers exhibit a minimum waiting time of � minutes, fol-
lowed by an exponential time with ����� minutes. These
distributions were used in [14].

5.2. Result Presentation and Analysis

5.2.1. Comparing FCFS and MQL Schemes

Let us now study the effectiveness of various FCFS and
MQL schemes. Figure 1 compares the performance of
MQL-f and MQL-u in terms of reneging percent, average
request waiting time, and unfairness. We assume here that
the waiting tolerance follows a normal distribution. The
results in the case of an exponential distribution are not
shown because they exhibit a very similar behavior. This
figure shows that MQL-f is not only significantly fairer than
MQL-u, but it also yields higher throughput. MQL-u, how-
ever, reduces waiting times better for large server capaci-
ties. The superior throughput with MQL-f comes from im-
proved batching. In particular, the requests for more pop-
ular movies will be given the chance of accumulating for
longer periods of time in the waiting queues. This also ex-
plains the increase in waiting times.

Figures 2 and 3 compare the performance of FCFS,
FCFS-sum, MQL-f, MFQL, and RAND in terms of the
three metrics with exponential and Gaussian patterns of
waiting tolerance of customers, respectively. We use
RAND, which selects randomly a waiting queue for service,
to demonstrate the effectiveness of the other policies. These
results indicate that MQL-f and MFQL perform nearly as
well in terms of the three performance metrics. The lit-
tle performance edge of MFQL may diminish if the server
has no perfect knowledge of the movie access frequencies.
Moreover, MQL-f is much simpler as it does not require
periodic computations of access frequencies. Hence, con-
trary to [1], MQL (MQL-f in particular) may be preferred
over MFQL. The results also show that MQL-f and MFQL
always perform the best in terms of the average waiting
time. Interestingly, RAND outperforms FCFS in terms of
the mean waiting time when the tolerance follows a nor-
mal distribution. Moreover, the results demonstrate that
MQL-f and MFQL provide better throughput than FCFS
and FCFS-sum when the waiting tolerance follows an ex-
ponential distribution. When the waiting tolerance follows
a normal distribution, however, FCFS-sum yields the high-
est throughput, and FCFS performs nearly as well for high

server capacities. FCFS-sum outperforms FCFS in terms of
throughput and the mean waiting time because it considers
the waiting times of all request in each queue. In terms of
unfairness, RAND has the absolute edge, followed by FCFS
and then FCFS-sum. As expected, all policies perform al-
most identically for very high server capacities.

5.2.2. Providing Time of Service Guarantees

We now discuss the performance advantages of providing
time of service guarantees. We refer to FCFS that may pro-
vide time of service guarantees as FCFSg. We have com-
pared the performance of FCFSg with FCFS, FCFS-sum,
and MFQL using similar patterns of waiting tolerance as
those in [16]. The figures are not shown because of space
limitations, but they can be found in [13]. Assuming that
FCFSg is able to provide true time of service guarantees
and is the only policy that can influence the waiting tol-
erance, it can achieve the best throughput and generally the
best fairness. It, however, performs the worst in terms of the
mean waiting time. Besides, it may violate its time of ser-
vice guarantees. Furthermore, it is not the only policy that
can motivate customers to wait. All other scheduling poli-
cies can also motivate customers to wait to various degrees
by providing them with expected starting times of service.

5.2.3. Effectiveness of QFCFS

Let us now analyze the performance of the proposed
QFCFS policy. We have not observed any considerable
difference among the different implementations of QFCFS
in the overall performance. We thus limit the analysis to
the simplest implementation, which conducts the quantiza-
tion by truncation and uses MQL for the selection criterion
among the queues with the highest quantized waiting time.
We consider here only the case when the waiting tolerance
follows an exponential distribution. When the tolerance fol-
lows a normal distribution, FCFS already performs better
than MQL/MFQL in terms of throughput, so the quantiza-
tion in that case may not be advantageous.

Figure 4 compares the performance of QFCFS with
FCFS and MFQL. (MFQL is shown here instead of MQL-
f because it results in slightly shorter waiting times when
it has perfect knowledge of access frequencies.) Note that
the performance of QFCFS in terms of the three metrics
approaches that of MFQL as the server capacity increases.
Thus, FCFS performs as well as MFQL (especially for
high server capacities) while being able to prevent starva-
tions. QFCFS can also provide reasonably-accurate pre-
dictive time of service guarantees because these guarantees
can be based on next stream completion times. Note that
as � decreases, the accuracy of prediction increases, while
the performance (in terms of both throughput and waiting
times) degrades. So, � should be chosen as a tradeoff.
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Figure 1: Comparing Variants of MQL (Normal Distribution)
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Figure 2: Comparing FCFS, FCFS-sum, MQL-f, MFQL, and RAND (Exponential Distribution)
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Figure 3: Comparing FCFS, FCFS-sum, MQL-f, MFQL, and RAND (Normal Distribution)
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Figure 4: Effectiveness of QFCFS (Exponential Distribution, ��������� sec)

(Simulation results about the impact of � on performance
can be found in [13].) We could not quantify the impact of

providing predictive time of service guarantees because of
the lack of any study that models the waiting tolerance in



such cases.

5.2.4. Exploiting Minimum Waiting Times

Finally, let us analyze the performance of the policies that
exploit minimum request waiting times: IMQ, IML, and the
proposed IML � policy. As in [14], we set the threshold �
in the case of a c+exponential distribution to the minimum
waiting time. In the case of a normal distribution, we define�

as the ratio of the threshold � to the average request wait-
ing time and use a value of ��� 	 because it leads to the best
overall performance [13]. The results with a normal distri-
bution are not shown because they exhibit similar behaviors
as those with a c+exponential distribution.

Figure 5 compares the performance of IML, IMQ, and
MFQL in the case of a c+exponential distribution. (FCFS-
sum and FCFS do not perform as well as MFQL with this
distribution.) Note that IML yields the highest throughput
but leads to the longest waiting times. IML is also the fairest
for high server capacities. In contrast, IMQ performs rela-
tively well in terms of the waiting times but yields the low-
est throughput.

Figure 6 shows the effectiveness of the proposed � $�� �
policy in comparison with IML when the waiting toler-
ance follows a c+exponential distribution. Note that IML �
achieves up to � & � better throughput and &�� � less waiting
times than IML. Each of IML � and IML is fairer than the
other in certain regions of the curve.

Interestingly, IML � also performs almost identically to
FCFS-sum in terms of throughput and waiting times when
the tolerance follows a normal distribution (where there is
no fixed minimum waiting time). FCFS-sum � is only a lit-
tle more biased against cold movies. (The figures can be
found in [13]). They also have comparable implementation
complexities.

6. Conclusions

We have conducted an in-depth investigation of schedul-
ing policies for MOD servers. We have shown that the
discrepancy in [3, 14, 1] with regard to the relative perfor-
mance of MQL to FCFS is caused by alternative implemen-
tations of MQL. We have considered two implementations
of MQL: MQL-f and MQL-u. MQL-f selects the queue of
the least popular movie among the longest queues, while
MQL-u selects the queue of the most popular movie. More-
over, we have studied the effectiveness of Longest Wait First
(LWF or FCFS-sum) [17] in VOD servers.

We have also proposed two scheduling policies: Quan-
tized FCFS (QFCFS) and Enhanced IML (IML � ). QFCFS
combines the benefits of FCFS and MQL/MFQL. IML � im-
proves IML by capturing the situations in which multiple
queues become eligible candidates for selection.

We have evaluated the effectiveness of various schedul-
ing policies through extensive simulation. We have exam-
ined the impacts of customer waiting tolerance and server
capacity (or server load) on the performance of each policy
in terms of the overall customer reneging probability, the
average customer waiting time, and unfairness (against un-
popular movies). Moreover, we have compared the policies
in terms of other objectives, such as implementation com-
plexity, ability to prevent starvations, and ability to provide
(predictive) time of service guarantees.

The main results can be summarized as follows. (1)
MQL-f is not only fairer than MQL-u, but it also yields
higher throughput, especially for high server capacities.
(2) MQL-f performs nearly as well as MFQL in terms of
throughput, waiting times, and unfairness, even when as-
suming that MFQL has perfect knowledge of movie access
frequencies. MQL-f is also simpler. Thus, contrary to [1],
MQL (MQL-f in particular) may be preferred over MFQL.
(3) QFCFS is recommended when the waiting tolerance fol-
lows an exponential distribution and when the server is not
very heavily loaded. With QFCFS, a server can support
as many concurrent customers for high server capacities as
MQL-f and MFQL and can start their service as immedi-
ately, while being relatively fair and able to prevent star-
vations and provide reasonably-accurate predictive time of
service guarantees. In contrast, MQL-f is recommended
when the server is very heavily loaded. Because QFCFS
is a generalized form of MQL/MFQL and FCFS, this be-
havior in the case of an exponential distribution motivates
the use of a dynamic QFCFS policy that adjusts the quan-
tization interval based on server load. (4) When the wait-
ing tolerance follows a normal distribution, FCFS-sum and
IML � achieve the best overall performance. IML � tends to
be a little fairer than FCFS-sum. (5) When customers ex-
hibit minimum waiting times, IML � achieves the best over-
all performance.

The results indicate that the waiting tolerance of cus-
tomers determines the most appropriate scheduling policy.
The policies that achieve the best overall performance are
dynamic QFCFS (when the tolerance follows an exponen-
tial distribution) and IML � (when the server follows a nor-
mal distribution or when the customers exhibit minimum
waiting times).
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