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Abstract

Multimedia-on-demand (MOD) has grown dramatically in popularity, especially in the domains
of education, business, and entertainment. Current MOD servers waste precious resources in per-
forming store-and-forward copying. This excessive overhead increases cost and severely limits the
scalability of these servers. In this paper, we propose using the network-attached disk (NAD)
architecture to design highly scalable and cost-effective multimedia-on-demand servers. In order
to ensure enhanced performance, we propose a scheme called distributed interval caching (DIC)
that utilizes the on-disk buffers for caching intervals between successive streams. We also pro-
pose another scheme called multi-objective scheduling (MOS) that increases the degrees of resource
sharing by scheduling requests for service intelligently. We then integrate the two schemes and
study the overall performance benefits through extensive simulation. The results demonstrate that
the integrated policy works very well in increasing the number of customers that can be serviced
concurrently while decreasing their waiting times. The results also indicate that the performance
benefits vary considerably with several architectural, system workload, and scheduling parameters.
Furthermore, we develop an analytical model for an ideal DIC scheme to estimate the performance
limits.

Keywords: batching, distributed interval caching, multimedia-on-demand (MOD), network-attached
disks, scheduling, video-on-demand (VOD).

1 Introduction

Recent advances in storage and communication technologies have spurred a strong interest in multimedia-

on-demand (MOD) servers. The delivery of rich media contents (video, audio, images, and text) is
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projected to be an essential component of the overall e-business strategies for many companies and
institutions [12]. MOD servers, which subsume video-on-demand (VOD) servers, eliminate the short-
comings of broadcast-based systems like cable TV by providing user-customized services.

The design of MOD servers faces significant challenges to efficiently store, access, and distribute
media contents to a large number of concurrent clients. The main performance metric of MOD servers
is the number of concurrent requests that can be serviced, while maintaining a “reasonable” quality of
service (QoS). Unfortunately, this number is highly constrained by the requirements of the real-time
playback and the high transfer rates. Therefore, a wide spectrum of techniques has been developed to
enhance the performance of MOD servers. These techniques include efficient striping [30, 6], replication
[13, 6, 7], disk scheduling [28, 25], block allocation [27, 13], resource sharing [8, 17, 32, 1, 20, 21], and
admission control [22, 33].

Current MOD servers, such as Tiger Shark [18, 19] and Tiger Video [3], are based on the conven-
tional fileserver architecture (also known as the Server-Attached Disk Architecture), where all the data
flowing from disks to clients pass through the server. The required store-and-forward copying imposes
unnecessary burden on these servers and severely limits their scalability.

Recently, the network-attached disks (NAD) architecture [16, 23, 24] has emerged as a cost-effective
solution to design scalable storage servers. In this architecture, disks are connected to the network
so that data can be transferred directly from disks to clients. The NAD architecture offers four
major advantages over the traditional architecture. First, it scales inherently with storage capacity
by removing the server as a bottleneck. Hence, adding a new disk not only increases storage capacity,
but also throughput and computing power. Second, it reduces cost by eliminating the resources used
for store-and-forward copying. Third, it enhances performance with network striping and shorter data
latency. Fourth, it helps to utilize the available on-disk computing power and cache (buffer) effectively.
The scalability and performance issues of the NAD architecture are discussed in [16, 24].

This paper investigates the design of scalable MOD servers based on the NAD architecture?. In
particular, we propose an integrated resource sharing policy, which boosts the performance of these
servers. The principal MOD application of interest in this study is video-on-demand (VOD).

Resource sharing strategies improve performance by exploiting the high locality of reference in video

2While writing this paper, we learned through personal communication that EMC is working on the design of media
servers based on the NAD architecture.



access patterns. These techniques can be classified into five main categories: batching [8, 10, 32, 1],
patching [20, 29|, piggy-backing [17], broadcasting [21, 26, 4], and buffer management through interval
caching [9, 11]. With batching, requests to same movies are accumulated over a time window and
serviced together by utilizing the multicast facility. Batching, therefore, off-loads the storage subsystem
and uses efficiently server bandwidth and network resources. In contrast with batching, patching
expands the multicast tree dynamically to include new requests. When a request arrives, the server
initiates a patching stream to service the trail of the requested video. Meanwhile, the server transmits
the multicast data, and the client caches them. Patching reduces the request waiting time, but it
requires additional bandwidth and buffer space at the client. Like patching, piggy-backing services
a request almost immediately, but unlike patching, the playback rate is adjusted so that the request
catches up with a preceding stream, resulting in a lower-quality initial presentation. Broadcasting
techniques divide each movie into multiple segments and broadcast each segment periodically. Thus,
the client has to wait until the next broadcast of the first segment. Because multiple segments of the
same movie are transmitted concurrently, broadcasting requires relatively very high bandwidth at the
client. Interval caching caches intervals between successive streams in the server. This technique does
not sacrifice the quality of service, does not lengthen the waiting time, and does not expect much from
the client. Moreover, it can be applied with other techniques for better resource sharing, and it has
become more cost-effective with the diminishing prices of DRAMs. It has also been used efficiently to
cache continuous media content in proxy servers [31, 2].

In this paper, we propose an integrated policy that employs caching, limited degrees of batching,
and intelligent scheduling to enhance the performance of NAD-based media servers. Previous studies,
however, examined either caching or batching, but not both. We propose a caching scheme, called
distributed-interval caching (DIC), which extends interval caching and adapts it to the NAD archi-
tecture. Modern hard disks have large internal caches and embedded processors, and these on-disk
assets are likely to grow at a faster rate because of the scaling of technology and the widening mar-
ket for NADs. DIC utilizes the internal caches of the NADs for caching intervals between successive
streams. DIC requires low-level controllability of caches, which can be entertained by the growing
on-disk intelligence. We also propose a scheduling scheme, called multi-objective scheduling (MOS),
which selects requests intelligently based on four predefined criteria. MOS favors requests with lighter

demands and/or those that increase the level of batching. The integrated policy combines the benefits



of caching, batching, and intelligent scheduling and allows the administrator to control the tolera-
ble initial delay and implementation overhead and maximize performance based on the actual server
workload. One of the unique features of this paper is studying VOD servers at the disk level and con-
sidering many design aspects such as scheduling, admission control, batching, and caching. Analyzing
the integrated policy, rather than only the individual policies, helps in understanding various tradeoffs
and making appropriate design decisions.

We study the effectiveness of the integrated policy and the interaction among various system and
workload parameters through extensive simulation. We consider two main objective functions: the
average number of concurrent requests that can be serviced and the average request waiting time (i.e.
initial viewing delay). The results show that the integrated policy, unlike most previous policies, can
improve simultaneously both these performance metrics. The improvement achieved by the integrated
policy in the number of concurrent requests approximately ranges from 12% to 17% as the number of
disks increases from 60 to 240, using only 30 MB cache per disk. The integrated policy also reduces the
average request waiting time by about 8% in a 60-disk server to about 40% in a 240-disk server. MOS
can provide an additional 4% improvement in the number of concurrent streams and an additional 20%
- 65% improvement in the average request waiting time, with respect to the best performer of existing
scheduling policies. The results also show that FCFS is the worst performer among all investigated
scheduling policies. These results differ from previous studies primarily because we consider caching,
whose performance degrades substantially by scheduling older requests.

Finally, we present an analytical model for an ideal DIC scheme to examine whether the perfor-
mance of DIC can be improved further. The results indicate that the maximum achievable performance
with DIC is very high, so further investigation is required to push the performance envelope.

The rest of the paper is organized as follows. We present the DIC scheme in Section 2, the
MOS scheme in Section 3, and the integrated policy in Section 4. Then, we discuss the performance
evaluation in Section 5. In Section 6, we develop the analytical model for an ideal DIC. Finally, we

draw conclusions and outline a future research in the last section.

2 The Distributed Interval Caching (DIC) Scheme

Movie rental patterns suggest that accesses to movies are highly localized, with only a small number of

movies receiving most of the hits [5]. By exploiting this high locality of reference, caching can signif-
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icantly improve the performance of multimedia servers. Traditional caching techniques use temporal
and spatial locality of reference to bring selected objects to the cache. These techniques are well-
suited for applications that consist of relatively small objects; however, in a multimedia server, where
objects are usually very large, caching the entire most commonly used objects is not cost-performance
effective.

A caching scheme for multimedia servers, called interval caching, was proposed in [9]. With this
scheme, each playback request is paired (if possible) with an immediately preceding request for the
same movie that is currently being serviced (either from disk or cache). The two streams are called
the following stream and the preceding stream, respectively. The required cache space for servicing
the following stream depends on the time interval between the two streams. When the server accepts
a request for service from cache, it starts to cache the data of the preceding stream while it retrieves
and transfers them to the client. The time during which the following stream is serviced from disks
is called the catchup time. Interval caching uses the available cache (memory) space efficiently by
victimizing longer intervals for caching shorter ones.

When the request arrival rate is fairly high, interval caching can achieve significant performance
benefits, even in servers with modest cache sizes. The high request rate coupled with the large skewness
in movie access reduce the average cached interval, thereby improving the effectiveness of caching.

With interval caching, data are cached in the main memory of the fileserver. In the NAD archi-
tecture, the fileserver (filemanager) is connected to the network as well as the NADs. Thus, using
such caching in a NAD-based server involves extra network activity in the process of bringing the
to-be-cached data from disks to the filemanager. More importantly, it negates the whole purpose of
the NAD architecture (i.e., eliminating the fileserver as a bottleneck).

The DIC scheme proposed here extends interval caching and adapts it to the NAD architecture.
In this scheme, an interval between two streams is cached concurrently in multiple disks using each
disk’s internal cache. Because of the distributed environment, the scheme has to deal with the arising
complications in admission, scheduling, and victimization. Before we explain the scheme, let us discuss
briefly how a multimedia server operates. In a multimedia server, movies are striped across all or a
collection of disks. The server handles multiple clients by proceeding in periodic rounds. During each
round, a fixed duration of media, called interleaving unit (IU), is retrieved for each client from a disk.

For simplicity, we assume that movies are striped across all N; disks in a round-robin (RR) fashion.



A mapping function, given by Disk_map(m) = m mod Ny, is used to map the first IU of movie m to
a disk. This mapping helps to enhance the cache utilization and to balance the I/O load among all
disks.

The DIC scheme works as follows. First, it searches for a preceding stream for a new request. The
scheme accepts the request for service from cache (i.e., from the on-disk caches) if the request has a
preceding stream, the corresponding interval can be cached in appropriate disks, and the new request
can be serviced from disks during catchup. If no sufficient cache space exists, then it tries to victimize
a longer interval. Finally, if victimization cannot be applied or the request has no preceding stream,
then it resorts (if possible) to servicing the request directly from disks (and not from their caches).

Let us now discuss what happens after a request is accepted for service from cache. Let us assume
that during round %, a new request calls for the playback of a movie whose first TU is stored on disk
f-disk, and that disk p_disk will service the corresponding preceding stream in the next round. If the
server accepts this request for service from cache, then in round 7 + 1, disk p_disk caches the current
IU of the preceding stream, while it retrieves and transfers it to the client. Meanwhile, disk f_disk
services the new request from its media (not cache). In the subsequent rounds, the next disks in the
striping sequence will be involved in the process. After catchup, the following stream will be serviced
from cache until the completion of the movie.

Figure 1 further explains the scheme for an 8-disk system. It shows what happens after S2 (the
following stream of movie 2) is paired up with SI (the preceding stream of the same movie), which
came three rounds earlier than S2 and is being serviced from disks. Here, f_disk is 2, p_disk is 5, the
time interval length is 3u, and the cached interval length (after catchup) is (3 + 1) x u = 4u, where u
is the size of the IU in seconds. The figure shows the process during the first five rounds in the service
life of S2. The shading shows where the currently cached data are stored. The ¢ or the d below the
arrow shows whether the stream is being serviced from cache or disk, respectively.

Striping movies in a round-robin fashion simplifies scheduling. With the RR scheme, all the
requests serviced by a disk in a round will be serviced by the next disk in the next round. Hence, a
request can be serviced from disks if there is adequate I/O bandwidth in disk f_disk. This condition
guarantees sufficient I/O bandwidth for the request in all subsequent rounds. Deciding whether a
request can be serviced from cache is a bit trickier because an interval may be cached concurrently

in multiple disks. In this case, the server has to ensure that sufficient cache space exists in each disk
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Figure 1: Explaining Distributed Interval Caching

between disk f_disk and disk p_disk, inclusively. (To clarify the word between in this context, these
disks are f_disk, (f_disk + 1) mod N, (f_disk + 2) mod N, ..., and p_disk.) Note that in Figure 1,
the availability of adequate cache space in disks 2, 3, 4, and 5 in round 1 guarantees that the interval
between the two streams can be cached in all subsequent rounds. In determining the required cache
space of each of these disks, we must account for long intervals that may require storing more than
one IU on each of these disks. Thus, caching can only be applied if sufficient cache space exists to

store [ ]éjfu] x u seconds in each disk between and including disk f_disk and disk p_disk, where u is

the size of the IU, and I is the time interval between the two streams, both in seconds.

The server can apply victimization only if all the following four conditions are met. First, the
potential victim can be serviced from disks. Second, the new request can be serviced from disks
during catchup. Third, a portion of the cached interval of the potential victim is currently cached in
disk p_disk. Fourth, there is a considerable difference between the interval length of the new request
and that of the potential victim. For the last condition, we introduce a parameter VR (denotes
Victimization Ratio), which must be tuned for a particular system to maximize the number of cached
streams. V R can be defined as the largest ratio of the required interval length to that of the potential
victim that is necessary for applying victimization.

We present the algorithm in a C++-like syntax in Figure 2. In the algorithm, all cached intervals
are inserted into a priority queue (in an appropriate format) and placed in descending order of interval
length. This queue is called cached-interval queue (CIQ) and is used to determine whether victimization

can be applied. The intervals in the cached-interval queue are examined from top to bottom for possible



victimization. In the algorithm, we assume that the disks have sufficient network bandwidth to handle

their I/O rates.

01 for (each waiting request){

02
03
04
05
06
07
08
09
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

25
26
27
28
29
30
31
32
33

set m to the request’s movie number;

f-disk = Disk_map(m); // map a movie to a starting disk
// Check for available disk bandwidth

if (no request can be serviced from disk f_disk)

return;

// Try to service the request from cache
Search for a preceding stream;
if (there is a preceding stream) {

Set I to the length of the interval in seconds between the request and its preceding stream;
p-disk = (f _disk + I/u) mod Ny;
if (] A’;:“;‘u] x u seconds can be cached in each disk between disks f_disk and p_disk, inclusive){
Accept the waiting request for service from cache;
Insert the cached interval into CIQ;
return;
} // end of if
// Try to victimize
while(there are more elements to examine in CIQ){
Get the next interval, I'm, from CIQ;
Set [ to the length of the time interval of I'm;
Set a_victim to the disk that will service the potential victim in the next round;
ifI >VRx1)
break; // stop trying to victimize
if (the potential victim can be serviced from a_victim in the next round and part of the cached
interval of the potential victim is currently cached in disk p_disk){
Victimize the request corresponding to I'm;
Remove I'm from the cached-interval queue;
Accept the waiting request for service from cache;
Insert the new cached interval into CIQ);
return;
} // end of if
} // end of while

} // end of if
Accept the waiting request for service from disks;

34 } //end of for

3

Figure 2: The Distributed Interval Caching Algorithm

The Multi-Objective Scheduling (MOS) Scheme

A VOD server maintains a waiting queue for every movie, routes incoming requests to their corre-

sponding queues, and applies a scheduling policy to select an appropriate queue whenever it has an



available channel. A channel is a set of resources needed to deliver a multimedia stream. All requests
in the selected queue can be serviced together using only one channel. The two main performance
metrics of scheduling policies are the average number of concurrent requests that can be serviced and
the average request waiting time. The first metric is the most important because it corresponds to the
overall customer defection (reneging) probability and server throughput. Unfairness is another metric
that quantifies the bias of a policy against cold (i.e., unpopular) movies.

Scheduling policies for VOD servers include First Come First Serve (FCFS) [8], Mazimum Queue
Length (MQL) [8], Mazimum Factored Queue Length (MFQL) [1], and Group-Guaranteed Server Ca-
pacity (GGSC) [32]. FCFS favors the queue with the oldest request while MQL favors the longest
queue. Thus, FCFS is fair whereas MQL is biased against cold movies. MFQL attempts to minimize
the average request waiting time at full load, so it selects the queue with the largest factored queue
length. The factored queue length of a queue is defined as its length divided by the square root of the
relative access frequency of its corresponding movie. The results in [1] show that MFQL serves as a
compromise between FCFS and MQL. In particular, the average defection probability with MFQL is
better than MQL but worse than FCFS. In addition, the average request waiting time with MFQL is
better than FCFS but worse than MQL. Because this study aims at developing a scheduling scheme
that can outperform both FCFS and MQL in both performance metrics, we will not consider MFQL.
GGSC preassigns server channel capacity to groups of requests in order to optimize the average request
waiting time. It was shown in [32] that this policy does not perform well for high-end servers. We will
not consider this policy either since this study targets primarily high-end servers.

We propose a multi-objective scheduling (MOS) scheme, which combines the advantages of the
following four scheduling criteria. The first two correspond to MQL and FCFS, and we propose the

other two.

e Criterion 1: Favor the longest queue. This criterion can be captured by the optimization
function Fy(i) = B;, where i is the movie number, and B; is the batch size (i.e., number of

waiting requests) of movie i. This criterion selects the movie with the largest Fj.

e Criterion 2: Favor the queue with the oldest request. The optimization function in this case

is Fy(i) = T;, where T; is the longest request waiting time for movie i.

e Criterion 3: Favor the queue whose requests require the shortest cached interval. This criterion



is important in the NAD environment because of the highly constrained victimization. So, it is
important to select the shortest intervals for caching rather than to rely entirely on victimization
(as done in traditional interval caching). The optimization function is Fy, (i) = 1/I;, where I; is

the required interval to cache the requests for movie i.

e Criterion 4: Favor the queue of the most popular movie among all non-empty queues. This
criterion is biased towards popular movies, whose requests are likely to have closer preceding and
following streams that can be paired up with using a smaller cache space. Moreover, requests
have a higher tendency to accumulate in the waiting queue of a more popular movie. The
optimization function here is F,,,(i) = 1/i. (According to Zipf’s distribution, which we will

discuss in Subsection 5.2, the popularity of a movie decreases as its number increases.)

For the MOS scheme, we introduce the optimization function F'(%), which is a weighted sum of the

normalized Fy(i), Fy(i), F,,(3), and F,(3):

) B; T; min [ min j
—
F(i) = wy x5, + wy + wy, 7 Wiy, P

max T

where wy, wy, wy, and w,, are the weights assigned for the above criteria, respectively, and min j is the
lowest movie number among those with waiting requests. The weights should be tuned for performance.
In this paper, we focus on the main performance metrics (number of concurrent requests and request

waiting time), although MOS provides the flexibility in optimizing other performance metrics.

4 The Integrated Resource Sharing Policy

The integrated policy combines the DIC and the MOS schemes and is implemented by maintaining a
priority queue, called the scheduling queue (SQ). Figure 4 shows the overall architecture and how the
integrated policy works during one round3. Q1, Q2,..., and Qm are the movie waiting queues, and
CIQ is the cached-interval queue. The merger combines the requests of each nonempty waiting queue
i into one aggregate request and inserts it into SQ according to F'(i). The controller schedules requests
in decreasing order of F' and implements the rest of the integrated policy. The dashed lines show how
a client requests the playback of movie 2, and how the controller translates that into commands to a

disk. The dash-dot-dot line shows the direct data path between the client and the disk.

3The clients can also be connected to the local network.

10



Figure 3: The Overall Architecture of the Integrated Policy

To obtain the algorithm of the integrated policy, we enhance the DIC algorithm by two refinements.
The first refinement limits the number of requests examined in S¢). Thus, we introduce the parameter
RCR (Request Check Ratio), which specifies the fraction of the requests in the scheduling queue that
will be considered for scheduling. The high degree of filtering, attained from reducing RCR, may
lead to the selection of only the “best” requests that are likely to boost performance while reducing
the implementation overhead. The dark side, however, is introducing a longer delay in servicing some
requests, which in turn may lead to lengthening the average cached interval and denying service to a
larger number of requests. Therefore, this parameter should be selected as a reasonable tradeoff. This

refinement requires changing line 1 of the DIC algorithm in Figure 2 from

‘ for (each waiting request) ‘

to

‘ for (each of the top (RC'R x 100)% requests in the scheduling queue starting with the topmost) ‘

The second refinement comes from introducing the parameter DSR (Delay Service Ratio). With
this refinement, if the required interval cannot be cached, the refined algorithm does not directly
attempt to service the request from disks. Instead, it delays the service with the hope that an adequate
cache space for the interval will be found in the following rounds. This also helps to increase batching.
DSR is the maximum ratio of the request waiting time to the maximum waiting time (MWT). If the
ratio of the request waiting time to MWT is less than DSR, then the server delays the request further.

A larger value of DSR increases both batching and caching, but it also increases the average request

11



waiting time. Therefore, this ratio should be selected as a compromise. This refinement requires

changing line 33 of the DIC algorithm in Figure 2 from

‘ Accept the waiting request for service from disks;

to

‘ if (request waiting time > DSR x MWT) Accept the waiting request for service from disks;

We summarize the main parameters in Table 1 for ease of reference in the subsequent analysis.

Table 1: Major Parameters

Input Parameters Input Parameters (Cont.)
u: Size Interleaving Unit (s) | r: Movie Data Rate (M B/s)
Ng: Number of Disks MWT: Max Req. Wait. Time
S: Cache Size per Disk (MB) | Policy Parameters

N,,: Number of Movies V R: Victimization Ratio

D: Movie Length (s) RCR: Request Check Ratio
A: Req. Arrival Rate (1/s) DSR: Delay Service Ratio

0: Skewness Parameter Wy, Wy, Wi, Wiyt Scheduling P.

5 Performance Evaluation

We analyze the effectiveness of the proposed techniques through extensive simulation. In contrast
with existing VOD servers, such as Tiger Shark [18, 19] and Tiger Video [3], the disks in the target
server are connected directly to the network, and the on-disk memories (buffers) are used for caching
intervals between successive streams. We start our discussion with the simulation environment and

workload characteristic, and then we present the main results.
5.1 Simulation Platform

We built a simulator for NAD-based multimedia servers to study the effectiveness of the proposed
policies and analyze the impact of and interaction among various system and workload parameters.
The simulator takes numerous input parameters, including those in Table 1, and three disk performance
parameters: mean seek time, mean rotational latency, and mean data transfer rate. For simplicity, the
simulator does not consider the variability in disk access times. The main output parameters of the
simulator are the average number of concurrent requests that can be serviced, the overall customer
defection rate, and the average request waiting time.

We evaluated the disk performance parameters using appropriate streaming media workload de-
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scribed in the following subsection. We experimented primarily with Quantum Atlas III. Table 2
shows its main parameters. We used DiskSim [14] to find the disk performance parameters required
by our simulator. In this process, we fed DiskSim with the synthetic workloads and with validated disk
parameters obtained from [15]. To ensure accurate simulation, the seek time for each seek distance
is based on actual measurements. Table 3 shows the main disk performance parameters, which are

produced by DiskSim.

Table 2: Main Disk Parameters

Storage Capacity (GB) 9.1
Rotation Speed (rpm) 7200
Number of Cylinders 8,057
Number of Surfaces 10

Full Strobe Seek Time (ms) 15.36
Head Switch Time (ms) 0.999
Internal Transfer Rate (Megabits/s) | 110 to 180

Table 3: Estimated Values of Disk Performance Parameters (By Simulation)

Mean Seek Time 7.778 ms
Mean Rotational Time | 2.431 ms
Mean Transfer Rate 4.217 MB/s

5.2 Workload Characteristics

Like most prior studies, we assume that the arrival of the requests to the multimedia server fol-
lows a Poisson Process with an average arrival rate A. Hence, the inter-arrival time is exponentially
distributed with a mean 7" = 1/\. We also assume that movies are stored using the MPEG-II com-
pression standard with a data rate (r) of 3 Megabits per second, but we will also discuss the impact
of changing this parameter. We also assume as in previous works that the accesses to movies follow
Zipf’s distribution [5]. With this distribution, the probability of choosing the n** most popular of
M movies is C/n'~? with a parameter § and a normalized constant C. The parameter 6 controls
the skewness of movie access. Note that the skewness reaches its peak when 8 = 0, and that the
access becomes uniformly distributed when & = 1. Moreover, we assume that customers can wait
until a predefined maximum time. (We did not observe any considerable qualitative change in the
results when we applied an exponential waiting tolerance.) Furthermore, we assume that movies are

striped across all disks on 1/2-second intervals [6]. This assumption, however, can be relaxed to stripe
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across any number of disks. The interval size should be chosen based on a reasonable tradeoff. A
study for determining interval size for multimedia file servers was presented in [30]. For simplicity,
VCR-like operations are not considered. In [10], it was shown that these interactive operations can
be supported by allocating contingency channels. To keep the discussion focused, we assume that the

network bandwidth for each disk is adequate to support the disk data rate (I/O bandwidth).
5.3 Simulation Results

This study investigates the impact of most input, workload, and policy parameters. We vary the
number of disks in the server from 30 to 240, and we vary the number of movies accordingly to keep
all disks nearly full. We investigate only a small range of the disk cache size (0 - 40 MB) because of the
limited disk power budget [23]. The request arrival rate, A, is usually selected such that the customer
defection rate is about 10% when the cache size per disk is 30 M B. We also study the impact of

MWT and 6. Table 4 shows the default values of the main parameters used in this section.

Table 4: Default Parameter Values
N4 =120, S =30 MB, N,, = 480, r = 3 Megabits/s
D = 90 minutes, A = 0.435, 8 = 0, MWT = 3 minutes
VR=07, RCR=05 DSR=0.1, wp = wp =wWpn, =0, wy = 1

In the evaluation of the effectiveness of the integrated policy, we study two variations: one is when
the policy is ON (applied), and the other is when the policy is OFF (not applied). When the policy is
OFF, caching is disabled, but both batching and scheduling are used, and the values of the workload,
input parameters (including MWT), and scheduling parameters are same to those when the policy
is ON to ensure a fair comparison. We also study the performance of the MOS scheme when DIC is
enabled by varying only the values of the scheduling parameters.

The simulation results are obtained using a steady state analysis with 95% confidence interval.

Only a limited set of the results are presented.
5.3.1 Effectiveness of the Integrated Policy

In this subsection, we demonstrate the effectiveness of the integrated policy and discuss the impacts of
the cache size per disk, the number of disks, and the request arrival rate. Figure 4 plots the number of

concurrent requests that can be serviced (N¢onc) versus the cache size per disk and the number of disks.
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In this figure (and all others), the integrated policy is turned off when the cache size is 0. As expected,
Neone increases with the number of disks and the cache size, while the number of disks plays a more
significant role. Next, we fix the number of disks (at 120) and analyze the impact of the cache size per
disk on Ny, and the customer defection rate. Figure 5 shows that both these metrics exhibit a faster
growth/decay when the cache size is small. This happens primarily because the integrated policy
improves performance through both batching and caching, but the cache size does not contribute to
batching. Figure 6 depicts the impact of the number of disks while the cache size per disk is kept
constant (30 MB). Note that the benefit of the integrated policy generally increases with the number
of disks. This behavior is due to the increase in A that the system can handle. Increasing A shortens
the intervals between successive streams, thereby allowing the server to service more requests from
cache. In addition, as A increases, batching improves since more requests accumulate in the waiting
queues.

Figure 7 plots the percentage improvement achieved by the integrated policy versus the number
of disks, and it also shows the contributions of caching and batching. We observe that the improve-
ment with the integrated policy in Ny, approximately ranges from 6% to 17% as the number of
disks increases from 30 to 240. We also observe that the average contribution of caching to the total
improvement is around 43.7% while the rest is due to batching. The improvement resulting from
caching does not follow a linear relationship with the number of disks because of the complex interac-
tion between caching and batching: caching performance improves by servicing requests immediately,

whereas batching benefits primarily from delaying their service.
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Figure 8 depicts Ny versus the average request inter-arrival time (1/X). These results show that
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the Ny, increases with A. As we stated earlier, this is due to the increase in the average batch size
and the number of cached requests. Note that the improvement attained by the integrated policy also
increases with A. The zero-improvement point happens when the server is lightly loaded, and so it is
able to service all incoming requests (defection rate is zero).

Figure 9 illustrates the effects of the number of disks and the cache size per disk on the average
request waiting time (Tyqt). The results show that when the policy is OFF (i.e., cache size = 0),
Twait increases by a factor of two as the number of disks varies from 30 to 240. This is because
movies are striped across all disks, so requests wait longer to find empty slots for scheduling. With
the integrated policy, however, T,,i: decreases since caching services requests as soon as possible. The
results also show that caching reduces Ty, better in larger-scale servers. Namely, the reduction in
Twaeit approximately ranges from 4% to 40% as the number of disks varies from 30 to 240. Ty,
however, remains more than 1.2 minutes, which is 41% of MWT (3 minutes). Such large T4 implies
that some customers defected just because of the long delay. We thus believe that dividing disks into

partitions can enhance the performance by reducing T,q;t-
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5.3.2 Effects of the Tunable Parameters: RCR, VR, and DSR

Let us now discuss how RCR, VR, and DSR can be tuned to optimize performance. Figure 10(a)
plots N.one versus RCR. Note that the number of serviced requests increases with RC' R since more
requests are examined for scheduling. Ideally, the value of RCR should be kept between 0.3 and 0.5
unless the implementation overhead resulting from using larger values can be tolerated. Figure 10(b)

shows the effect of V R on performance. This figure indicates that designers should choose the highest
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possible value for V R to enhance performance through better victimization.
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Figure 10: Effects of the Tunable Parameters

The impact of DSR on Nope and Ty is shown in Figure 10(c). As expected, increasing DSR
has a positive effect on N, and a negative effect on T,,4;:. Thus, this parameter should be selected
as a tradeoff, based on the design objectives. Note that increasing DSR from 0.1 to 0.9 improves
performance by more than 5.3%, but it increases T,q;; by about 40%. If customers are not very
sensitive to longer waiting times, then the performance of the server can be enhanced by using a larger

value of DSR.
5.3.3 Effects of the Scheduling Parameters

Next, we discuss the impact of the scheduling parameters. We have investigated numerous selections
of the scheduling parameters and have observed that the performance of the server is very sensitive to
their values. Here, we compare the performance of the four scheduling criteria (discussed in Section 3)
and two special cases of the MOS scheme: MOS 1 and MOS 2. In MOS 1, the scheduling parameters
are set as follows: wy = 1, w; = 1074, w, = 107>, and w,, = 0. In MOS 2, these parameters are set
as follows: wp = 1, wy = 107°, w, = 1078, and w,, = 107*. The idea behind these two selections is to
give the largest weight to the batch size, while allowing the other criteria to influence the scheduling
decisions only when the batch size is the same in more than one waiting queue.

Figures 11 and 12 plot the percentage improvements achieved by the different criteria with respect
to Criterion 1 (MQL). The figures show the improvements in Ny and Tyq4t, respectively, for three

settings of A and RCR. The results of Criterion 2 (FCFS) are not shown in the figure because of
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its poor performance: it performs 25% - 40% worse than Criterion 1 in terms of Ny, and 120% -
150% worse than it in Te4. These results differ from previous studies primarily because we consider
caching, whose performance degrades substantially by scheduling older requests. N,on. with Criterion
2 is relatively low because this criterion utilizes neither batching nor caching, and 7,4 is relatively
long because it favors older requests. Criterion 3 performs relatively well in terms of T4+ because it
favors newer requests. Similarly, 7.4+ is longer with MOS 1 than that with MOS 2 because MOS 1
has a larger weight wy. In all the three settings (of A and RCR), Criterion 8 and MOS 2 reduce the
Twait better than Criterion 1, and MOS 1 outperforms Criterion 1 in terms of N ype.

The main results can be summarized as follows. The values of the scheduling parameters should be
based on the values of A and RCR. With a careful tuning of these parameters, the MOS scheme can
perform better than Criterion I in terms of both Ngone and Tyeir- Both performance metrics (Neone
and T),4i¢) can be improved with a very high value of wy, and a very small value of w;. We leave the

optimal selection of the scheduling parameters for a future study.
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5.3.4 Effects of Other Parameters

Let us now discuss the effects of disk performance, the movie data rate, the skewness in access patterns,
and the maximum request waiting time (MWT). Figure 13 shows the effect of disk performance
(measured as the number of concurrent requests it can service) on the overall performance. The value
10 in the x-axis corresponds to Atlas ITI, while higher values correspond to more advanced disks. Note
that the performance improvement achieved by the policy ranges between 12% and 14%.

Figure 14 shows the impact of the movie data rate. The number of movies, here, is adjusted
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in order to keep all disks nearly full. Hence, as the data rate increases, the number of movies (N,;)
decreases. The results show that N, increases with the data rate, which can be explained as follows.
The movie locality of reference diminishes as N,,, increases since every additional movie consumes part
of the total access frequency. The reduction in the locality of reference has a negative impact on both
caching and batching. In addition, as N, increases, the ratio of the capacity of the total cache space
to the data capacity of all movies decreases. The results also show that the percentage improvement
of the integrated policy decrease with the data rate.

Figure 15 depicts Neope versus 6. As expected, both N¢o,. and the improvement of the integrated
policy diminish as the skewness in access patterns decreases because this skewness is proportional to
the locality of reference.

The effect of MW T on performance is shown in Figure 16. As MWT increases, more requests can
be serviced because they can wait longer, and performance also improves through a higher degree of

batching.

6 Evaluation of the Effectiveness of the DIC Algorithm

In the last section, we demonstrated that the performance improvement achieved by the DIC scheme —
with only 30 MB cache per disk — in N o ranges from 2% to 9% as the number of disks varies from 30
to 240. Naturally, these improvements are less significant than the improvements achieved by caching
in general-purpose systems because of the much larger object size(s) in media servers. But, can we
squeeze additional performance out of NAD-based media servers by polishing the proposed scheme?

In this section, we answer this question by finding the performance limits on DIC. For this purpose,
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we model an ideal DIC that minimizes the average cached interval by perfect victimization, and that
fully utilizes all the on-disk caches. We then show how well the proposed DIC scheme performs in

comparison with the ideal scheme.
6.1 Analytical Model for the Ideal DIC

The idea of the model can be explained as follows. The ideal DIC allows only the shortest intervals
between successive streams to be serviced from cache. Therefore, the length of a cached interval is
bounded by an upper value, denoted as L seconds. Hence, in order to find the number of concurrent
cached streams, N, we count the number of arriving requests that fall within L-length distances from
their preceding streams during one movie length, D. For this purpose, we find the number of cached
requests for each movie individually as follows. (1) We divide a D-length time window into 7' L-length
time windows, where 7' = D/L, and we assume that the leading request in each time window is
serviced from disks or cache. We will eliminate this assumption later. (2) We find the total number of
subsequent requests in each time window and use it as an initial estimate of the number of concurrent
streams. (3) We account for the requests that fall in adjacent time windows but are within L-length
distances from each other. After we get an estimate of the number of concurrent cached streams for
each movie, we add them up in order to find N. Figure 17 further explains the counting process. The
figure shows the arrival of requests for a certain movie within nine consecutive L-length time windows.
A dark circle represents an arriving stream that can be cached, while a white circle represents an
arriving stream that cannot be cached. Observe the effect of the overlap between time windows 5 and

6 and time windows 8 and 9.

Figure 17: Explaining the Analytical Model

We now present the process of the model development. Table 1 describes many of the parameters
used in this subsection. Because the arrival of requests follows a Poisson Process distribution with

parameter ), the inter-arrival time to movie j is exponentially distributed with a mean 1/);, where
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Aj = A x Aj, and A; is the probability of selecting movie j. We also know that the probability of
k arrivals for movie j within an L-length time window is P,g = ()‘jk—ff)ke_’\fL. Thus, the expected
number of requests for movie j during D seconds that have preceding streams in their L-length time
windows, assuming exactly & arrivals in each of these time windows, can be found using the Bernoulli

distribution as follows:
. [T 7] y _ '
B = -0 () -y )
=1
In equation (1), £ — 1 is the number of cached requests in each of those L-length time windows. The

expected number of arriving requests for movie j that fall within the same L-length time windows as

their preceding streams is
~ . > >
E[N] =) E[N]. (2)
k=2

We need now to account for the requests arriving in adjacent time windows but still falling within an
L distance from each other. The number of such requests can be found using the Bernoulli distribution.

Hence, the expected number of concurrent cached requests for movie j is
. T T\ i . _
E[N7] :E[NJ]—I—Zz'( . )Pg (1— P)HIT1=2, (3)
)
i=1
and the expected number of concurrent cached streams for all movies is
Nim '
E[N] =) E[N]. (4)
j=1

To find E[N], we need to know L, which depends on the average cached interval. The average
cached interval in seconds for movie j can be calculated using the probability density function of the

corresponding Poisson process, fz(z), as follows:

_ L L L UL 4 1N
E[I]] :/O .’Efm(:()) dr = A]/(; xe—)\jm dr = (A] A—{— )e j . (5)
J

Finally, the number of cached streams is constrained by the available cache space as follows:

N,
> E[I] x E[N7] x r <= § x Ng. (6)
j=1

Now, we reconsider the assumption that the leading request in each L-length time window is

serviced. Instead, we assume that the server accepts that request with probability f. This probability
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can be determined by the rejection rate, rr, of the server (f = 1—rr). Thus, assuming that the service
of a request is independent from the service of the other requests in the same L-length time window,
the number of cached requests in each time window is

N=flk—1)+0-)fk=2)+-+1—-)7f1)

k—1

=y A=k - j). (7)

j=1
Therefore, k — 1 in equation (1) should be replaced with NNV;. Because the rejection rate is an unknown
output parameter, the value of f should be adjusted so that the rejection rate equals to 1 — f.

We built a simulator for the ideal DIC to validate the analytical model. In the simulator, all the
internal disk caches are viewed as one big cache because the ideal DIC utilizes the caches perfectly
and ensures that only the shortest intervals are cached at any time. Figure 18 depicts a comparison
between the results of the analytical model and those of simulation for four different systems. We
observe that the difference between the analytical model and simulation can be predicted using a
simple heuristic. For a wide range of systems, we found that the difference can be estimated as
follows: Error = (0.00934 x S — 1)Ng — 0.13379 x S. Incorporating this error into the analytical

model, we obtain Model+, which gives a very accurate estimate of the of E[N].
6.2 Comparison between the Ideal DIC and the Proposed Algorithm

Figure 19 plots a comparison between the performance of the ideal DIC and that of the proposed
algorithm for four disk configurations. The results show that the proposed DIC algorithm achieves
between 23% and 33% of the upper limit. The performance gap is primarily because the load is not
perfectly balanced among all caches with the proposed algorithm, and the victimization in real DIC is
highly constrained. These results also indicate that the upper limit on DIC is very high, so there may
be plenty of room for improving the DIC algorithm. This limit, however, is somewhat loose because
the constrained victimization is a nature of the problem, not of the algorithm. Future research is
needed to approach the upper limit more closely. We stress that improving the performance of DIC
should not be attained by sacrificing the overall performance. For instance, applying (Criterion 3) can
increase the number of cached streams by reducing the penalty of suboptimal victimization, but as we
have shown earlier, that is detrimental to the overall performance. We outline two ways to enhance

the performance of the DIC algorithm in the following section.
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7 Conclusions and Future Work

In this paper, we have proposed using the network-attached disk (NAD) architecture to design highly
scalable and cost-effective MOD servers. We have used caching, batching, and intelligent scheduling
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in an integrated policy to enhance the performance of NAD-based multimedia servers. For caching, we
have proposed a distributed interval caching (DIC) scheme, which utilizes the on-disk caches (buffers) to
cache intervals between successive streams. We have also proposed a multi-objective scheduling (MOS)
scheme, which schedules requests based on four predefined performance criteria. The integrated policy
is highly configurable; by tuning certain parameters, the administrator can control the tolerable delay
and the implementation overhead.

We have studied the effectiveness of the integrated policy and the interaction among various pa-
rameters through extensive simulation. The results show that the integrated policy performs better
in larger scale servers. In particular, the policy increases the number of concurrent requests by about
12% in a 60-disk to about 17% in a 240-disk server. Similarly, the policy reduces the average request
waiting time by about 8% in a 60-disk server to about 40% in a 240-disk server. Moreover, the re-
sults indicate that MOS can add 4% improvement in the number of concurrent streams and 20% -
65% improvement in the average request waiting time, with respect to the best performer of existing
scheduling policies. The results also show that FCFS is the worst performer among all investigated
scheduling policies. These results differ from previous studies primarily because we consider caching,
whose performance degrades substantially by scheduling older request. We leave the optimal selection
of the values of four scheduling parameters for a future study.

We have also presented an analytical model that estimates the upper bound on the performance
of DIC. We found that the theoretical limit is very high. This indicates that there may still be plenty
of room for further improvements, but it is unclear how much of this limit is in fact achievable.

We plan to extend this work in three directions. First, we will examine using hashing functions
instead of the simple round-robin scheme to improve the performance of the DIC scheme; efficient
hashing can reduce the imbalance in cache utilization. Second, we will evaluate the effectiveness of
dividing the disks into partitions compared with merely striping movies across all the disks. In addition
to improving the reliability, partitioning should reduce the waiting times before requests find empty
slots for scheduling. Reducing such delay should boost performance by shortening the average cached
interval. Finally, we will study the implementation of interactive multimedia in NAD-based MOD

Servers.
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